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Summary
Data lakes fail when they lack governance, self-disciplined users and a rational data flow. Successful
data lakes require data and analytics leaders to develop a logical or physical separation of data
acquisition, insight development, optimization and governance, and analytics consumption.

Overview

Key Challenges

Data and analytics leaders frequently begin data lake initiatives without the fundamentals
necessary to operationalize discovered insights, leading to project failures and wasted investment.

Recommendations

Data and analytics leaders adopting a data lake as part of a data and analytics program must:

Design data lakes with the elements necessary to deliver reliable analytical results to a variety of
data consumers: data acquisition, insight development and discovery, optimization and
governance, and analytics consumption.

Introduction
The concept of a data lake is frequently challenging for data and analytics leaders to understand.
For some, the data lake is simply a staging area that is accessible to several categories of business
users. To others, "data lake" is a proxy for "not a data warehouse." This view, largely driven by clever
marketing, plays on the frustration of undisciplined analytics users by promising that they will have
the ability to control their own analytics agenda.

Neither of these are accurate. Gartner defines the data lake as:

A collection of storage instances of various data assets. These assets are stored in a
near-exact, or even exact, copy of the source format and are in addition to the
originating data stores.

The data lake isn't a system of record. Systems of record focus on operational efficiency, process
integrity, complexity reduction and consistent change cycles. These attributes are impossible to
achieve with raw data.
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Data lakes also aren't systems of differentiation. Systems of differentiation support customer-
focused thinking under increasing rates of change with the goal of sustaining or creating
competitive advantage. Targeting customers often means integrating with existing data sources,
such as master data management hubs, as well as with data sources providing contextualization
and, most importantly, having a targeted end state in mind. These are also difficult to achieve in an
architectural concept that is optimized for storing data in its highest fidelity.

Data lakes are infrastructure components supporting systems of innovation. Systems of innovation
target creating new business models, products or services with a fail-fast mentality. However,
successful innovation means making investment to scale. It is this last point, around scaling
innovation, that requires a deliberate approach to designing your data lake and integrating it with
your existing infrastructure to make the leap from experiments to reliable insights (see Figure 1).

Figure 1. Data Lake Conceptual Design

Source: Gartner (October 2016)

Analysis

Design Data Lakes With the Elements Necessary to Deliver Reliable Analytical Results to a Variety
of Data Consumers

Too often, data lakes suffer from lack of forethought on what they're supposed to achieve. Creating
a data lake becomes the goal rather than some overriding objective, such as enhancing customer
experience, improving process efficiency, or any of the other reasons for which companies claim
they're investing in big data (see Figure 2).

Figure 2. Big Data Opportunities



Source: Gartner (October 2016)

Designing your data lake around four service-level agreement (SLA) clauses will help keep your data
lake efforts on track. The four clauses are:

Data Acquisition: Data acquisition, sourcing, metadata extraction and management

Insight Discovery and Development: Data interrogation, model discovery and analytic
development

Optimization and Governance: Data and analytics refinement and transformation, semantic
consistency, information governance, and model optimization of both the physical data model and
any resulting analytical models

Analytics Consumption: Analytics production and consumption optimized for the user audience

There is no requirement that these clauses must be centralized in your data lake infrastructure. You
may have existing infrastructure or tooling that performs optimization and governance, for example.
Also, analytics consumption capabilities may be ideally supported in your existing data warehouse
or data mart environment. The point isn't to centralize capabilities unnecessarily. The point is to
understand the process that data and analytics must go through as part of a data lake initiative.
When appropriately designed and implemented, the data lake concept recognizes that the data lake
project is part of a wider set of data and analytics capabilities.

Data Acquisition



A successful data lake project begins with data acquisition. As Gartner has seen from failed data
lakes, if acquisition isn't planned with eventual data consumption in mind, the data lake has to be
scrapped and rebuilt. The popular, if misguided, approach is to simply dump data into the lake and
let the users sort it out. This works if your users are disciplined in handling data, and adept at data
manipulation and cataloging (see "Making Big Data Normal Begins With Self-Classifying and Self-
Disciplined Users" ). Of course, this isn't true for the overwhelming majority of users that just want to
get their data.

An acquisition and ingestion process must perform several tasks when data is first brought into the
lake.

SCHEMA DISCOVERY

While there is still fervor over capitalizing on unstructured data, most datasets are structured, at
least in some fashion. In the majority of cases, data has either an internally or externally defined
structure. According to members of the Gartner Research Circle, the most commonly used data
sources for big data analytics are highly structured (see Figure 3 and "Survey Analysis: Big Data
Investments Begin Tapering in 2016" ). For datasets that lack any readily defined structure, data can
be interrogated to discover specific data elements, candidate data types and estimated variance
within a given field. Schema discovery can be performed by personnel, such as data engineers, by an
increasingly sophisticated set of automated tools, or with a blend of the two (see "Market Guide for
Self-Service Data Preparation" ).

Figure 3. Data Sources for Big Data Analysis
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The process of discovering and documenting any available metadata and schema allows you to
introduce access and privacy controls. These controls usually come from the data lake
infrastructure provider, but it may be possible to use existing systems. Additionally, you can begin
collecting usage metrics, and tracking schema evolution and lineage. Effectively leveraging
metadata in your data lake gives you visibility into what's happening and who the users are. Without
it, you have a black box (see "Metadata Is the Fish Finder in Data Lakes" ).

DATA QUALITY ASSESSMENT

Each set of ingested data must have its quality assessed against existing and newly created metrics,
and this assessment must be available to data scientists. Otherwise, the first person to use the data
gets to uncover its relative quality and has no way to capture that information and socialize it to
other analysts. That means that the second person to use the data also gets to uncover its relative
quality, and the third, and so on. However, data quality is relative to the task at hand. Low-quality data
may be acceptable for low-impact analysis or distant forecasting, but unacceptable for tactical or
high-impact analysis. Assessments should take this into account. A data quality assessment isn't as
essential for trusted, internal data sources, but should be considered a requirement for externally
sourced data.



The critical capabilities for data quality in data lakes are:

Profiling: The analysis of data to capture statistics (metadata) that provide insight into the quality
of data and help to identify data quality issues. In the context of a data lake, profiling supports
lineage tracking and usage patterns.

Matching: Identifying, linking or merging of related entries within or across sets of data within the
data lake.

Generalized cleansing: The modification of data values to meet domain restrictions, integrity
constraints, or other business rules that define when the quality of data is sufficient for an
organization. This capabilities is less important for those data lakes that are used for pure insight
discovery and development, but increases in importance if your data lake is an analytics staging
area.

For more information on data quality considerations, refer to the following Gartner research:

"The State of Data Quality: Current Practices and Evolving Trends"

"Critical Capabilities for Data Quality Tools"

"Magic Quadrant for Data Quality Tools"

"Peer Insights for Data Quality Tools" (https://www.gartner.com/reviews/market/data-quality-tools?
refval=iMQ-3169421&content=3169421&campaign=D2D-MagicQuadrant)

Insight Discovery and Development

The discovery and development of new analytical models and insights is the fundamental premise
of a data lake. This work is typically done by data scientists, often working in teams. Once data has
been acquired, data scientists apply various analytical methods to the data. Based on the data and
desired outcome, these methods may include simulation, text analysis, machine-learning
approaches and graph analysis, among others (see "Hype Cycle for Data Science, 2016" ).

The role of the data lake for analytics depends on where data is stored versus where it is processed.
At its most basic, the data lake is just storage for raw data and any data processing is external to the
lake (see Figure 4).

Figure 4. Data Lake With Separated Storage and Processing
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This is most common in cloud-based data lakes using commodity block- or object-based storage. In
these instances, data is pulled from the lake into a data processing engine such as R or Apache
Spark, or an advanced analytics platform (see "Magic Quadrant for Advanced Analytics Platforms"
and "Critical Capabilities for Advanced Analytics Platforms" ). The advantage of this model is that
data can be sourced from multiple locations and processed in an optimized environment at the cost
of moving data to the processing platform, effectively creating a logical or virtual data lake. More
sophisticated implementations will likely use push-down processing to take advantage of available
compute resources.

Other data lake implementations, such as Hadoop-based products, provide both data storage and
data processing capabilities (see Figure 5). These data processing capabilities are commonly
frameworks, meaning that they provide base functionality that can be used to implement analytical
methods such as graph analysis or text processing. Some data processing options also include
common machine-learning algorithms to speed up development. The advantage to this model is that
data does not have to be moved, and processing can be optimized for a targeted execution
environment at the cost of centralizing data on a specific platform.

Figure 5. Data Lake With Conjoined Data Storage and Processing



Source: Gartner (October 2016)

THE DATA LAKE STAGING AREA — AN ALTERNATIVE SCENARIO

The above description of a data lake, as a location for development of new analytical models and
insights, is primarily limited to a highly skilled data science audience. Another scenario for data
lakes is as a staging area that business analysts can access directly. This gives business users
faster access to data before it has been integrated or transformed and migrated to a data
warehouse or data mart. The focus here isn't on advanced analytics or previously declared
requirements, but ad hoc business intelligence (BI) usage, often supported through self-service data
preparation or data integration tooling.

Regardless of which scenario you're building for, work with the future users of the data lake when
designing analytics discovery and development capabilities. These users will want a variety of tools
and processing options, many of which may not exist today, and you must optimize to provide this
flexibility.

Optimization and Governance

If the Insight Discovery and Development stage produces valuable new analytical questions, the next
step is to optimize for the answers and govern the inputs and outputs accordingly. The inability to
make this leap is where most data lake efforts fail — and with good reason. Making the transition
from sandboxed analytics to enterprise-ready outputs requires some or all of the following:

Resolving the semantic style, or styles, necessary for the new analytics use case, and determining
the appropriate governance policies and management.

Rich data integration capabilities, supported through tooling, custom code or both.



Reconciling integrated data and metadata sources with existing master data management
applications or hubs.

Porting the newly created analytical models to use the integrated data, and possibly to execute in
a different, optimized environment.

Persisting some representation of the input data (for future use) or the output data (for additional
development).

If these look like the same challenges you face for any other data-centric effort, you're right. The
data lake does nothing to simplify the fundamentals of data management and analytics. At best,
certain data lake implementation options offer an execution environment for some of these things to
occur, but data integration, information and analytics governance policies are still left to the
implementer.

Remember that these tasks do not have to be executed inside the lake — this applies to governance
the most. It is possible that you might execute some policy setting and enforcement on data and
analytics in the lake itself (but not likely for all data). It is also possible that may you apply different
levels and forms of governance and stewardship on data or analytics that are virtualized or
consumed beyond the lake — in an application, data warehouse or mart. The key is to determine the
most appropriate level of governance and stewardship, and apply the most efficient execution
approach.

For more information on optimization and governance considerations related to data lakes, refer to
the following Gartner research:

"Introduction to Gartner's Information Capabilities Framework"

"Use Bimodal Enterprise Information Management to Succeed With Innovative Data and Analytics
Programs"

"Research Library: Fundamentals for Data Integration Initiatives"

"Does Custom-Coded Data Integration Stack Up to Tools?"

Analytics Consumption

Once the analytical models and supporting data sources have been refined and optimized, the
results must be made available to the most relevant audience (often the business analyst or BI
consumer). These audiences often need different capabilities than are present in most data lake
implementations, such as optimized data storage, rich ad hoc query capabilities, highly concurrent
access support and robust BI platform integration. This functionality gap means that the
consumption tier is frequently external to the data lake environment. Existing data warehouses or
data marts are common targets for analytics consumption, but they aren't the only options. Any
platform that can meet the SLAs and tooling support required by your users can be a suitable
consumption tier.

Ensure that your consumption capabilities support:



The number of required concurrent users for the types of BI in use. Supporting large numbers of
users that perform interactive or ad hoc analysis is more challenging than supporting large
numbers of dashboard consumers.

The variety of BI platforms and tools in use (see "Market Guide for Enterprise-Reporting-Based
Platforms" ). Typically, this means a highly optimized, robust SQL implementation, but other tools
may rely on code generation or alternative approaches, such as a shared sematic tier.

Evidence
The primary fact base for this research derives from Gartner client inquiries (more than 1,100
inquiries between July 2014 and September 2016), reviews of architectures, and discussions of
practices and tools for data lakes.
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